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Editorial

Welcome to the third issue of CDK News, the first of
the second volume. We chose to keep the volumes
synchronized with years, resulting in two issues in
the first volume, which was our first goal. This year
we hope to release three CDK News issues, of which
the first is already more than 20 pages in size.

The editorial board is happy to welcome Rich
Apodaca and Andreas Bender as new board mem-
bers. Their addition nicely reflects the international
nature of the CDK project. They will help review the
increasing volume of submitted articles. We are very
grateful to see a growing number of people inter-
ested in writing up their experiences with the CDK.

Since both submitters and reviewers were con-
fused about requirements for articles, for exam-
ple in terms of working source code example and
literature citations, a webpage has been set up
at http://cdk.sourceforge.net/cdknews-submit.
html, which lists a few categories with their require-
ments. When submitting an article to CDK News
you will now be asked in what category the submis-
sion should be reviewed. These categories are meant

as guidelines to avoid confusion, and not meant as
strict rules.

The major part of this issue consists of two ar-
ticles on the interaction of the CDK with R, a sta-
tistical program written in C. These articles explain
how CDK functionality can be used from R, and how
R functionality can be used from Java, and CDK’s
QSAR module in particular. Other articles introduce
Jmol as 3D viewer for CDK projects and a new web-
site where CDK functionality can be advertized. The
fifth featured article describes the state of chemistry
data in the electronic age. In addition, the recurrent
articles CDK ChangeLog, Literature and Frequently
asked Questions are also present.

A final remark. We will try to release the next
issue around the first week of June. This means
that the deadline for next issue is May 13th, but the
sooner the better.

Egon Willighagen
Radboud University Nijmegen, The Netherlands
e.willighagen@science.ru.nl
Christoph Steinbeck
Cologne University Bioinformatics Center CUBIC, Ger-
many
c.steinbeck@uni-koeln.de
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Using the CDK as a backend to R
This article describes the use of the CDK as a chem-
informatics backend to the R statistical environ-
ment for the purposes of data mining chemical in-
formation in general and QSAR modeling in par-
ticular.

Rajarshi Guha

The CDK framework provides a wide variety of
cheminformatics functionality. Consequently a large
variety of applications can be developed using this
framework. One important application is the data
mining of chemical information which requires a
combination of cheminformatics and statistical tools.
This article focusses on interfacing the CDK frame-
work with the R [1] statistical environment for the
purposes of data mining and QSAR modeling.

Why use R?

A number of statistical environments are currently
available. These include commercial offerings such
as SAS, Stata and SPSS as well as open source ones
such as R, XLispStat [2] and Weka [3].

R is a general purpose statistical environment. It
provides a large number pre-packaged functions for
both statistics and mathematics and in addition al-
lows the user to write programs in the R language.
The latter feature allows rapid prototyping of sci-
entific algorithms. Furthermore since R is the open
source version of the S language [4] (and its commer-
cial variant SPlus) nearly all the resources available
for S/SPlus can be used in R with little or no modifi-
cation.

These features lead to two useful applications.
The first case involves the use of the CDK to provide
cheminformatics functionality within the R environ-
ment. An important aspect of cheminformatics mod-
eling is data mining and data modeling of chemical
information. The use of a statistical environment for
this purpose is thus natural. However a statistical
environment is oriented towards statistical methods
and features and not towards specific applications of
these methods. Thus for cheminformatics modeling
one requires access to cheminformatics functionality.
This role can be managed with the CDK framework
which can act as a cheminformatics backend to the
R environment. The second application is the case
where R is used to provide statistical functionality
to the CDK framework. In general, it is useful for a
cheminformatics framework to have access to statis-
tical methods. These could be written from scratch,
but in the interest of code reuse one would like to
have a statistical backend to the CDK framework. In
this view, R plays the role of the statistical backend.

The rest of this article will focus on the the first
application, that is, the use of the CDK as a chemin-
formatics backend to the R statistical environment.

Preliminaries

The methods and examples described in this article
were developed using R 2.0.0, SJava 0.68 [5] and the
latest release of the CDK (20050116) as well as the
latest CVS version of the CDK. This article will not
describe the installation of R and SJava[5], instruc-
tions for which can be obtained on the webpages.
An important point to note is that the SJava installa-
tion procedure will indicate that some paths should
be added to the users LD_LIBRARY_PATH variable.
Since these depend on the installation location of the
SJava package (as well as the location of the Java run-
time) these are not mentioned specifically in this arti-
cle. The CLASSPATH environment variable should in-
clude the CDK jar files as well as any jar files that
are required by CDK. In case the global CLASSPATH
does not contain the CDK jar files they can be set in
the R session as shown below. Finally, the reader
should be familiar with programming in the R lan-
guage.

As the focus of this article is to use the CDK to
provide cheminformatics functionality within R we
need to initialize the R/Java interface. The first step
is to start up R, load the SJava library and initialize
the JVM:

> library(SJava)
> .JavaInit()

The call to .JavaInit() takes the value of the
CLASSPATH variable from the environment. If addi-
tional classes are required these can be specified in
the call to the initialization function. This may be
done by calling javaConfig() and passing the return
object to .JavaInit()

> library(SJava)
> myconfig <- javaConfig(classPath =

c(’/home/rajarshi/cdk/jar/Jama-1.0.1.jar’))
> .JavaInit(config = myconfig)

In the call to javaConfig(), we specify a character
vector whose elements indicate the additional paths
(or jar files) that should be appended to CLASSPATH
for this session. Assuming that the CDK libraries are
in the CLASSPATH we can now call various functions.

In the next two sections we consider two exam-
ples, namely, clustering of molecules using finger-
prints and building a linear regression model using
molecular descriptors.
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Example 1. Clustering fingerprints

The fingerprint.Fingerprinter class provides a
method to get the binary fingerprint for a molecular
structure. Our aim is to get the fingerprints for a set
of molecules (using the default values for bit length,
1024 and search depth, 6) and then perform cluster-
ing. We define an R function called fingperprint
that will take a vector of file names and return a list
structure of fingerprints. We now consider the in-
dividual steps required to load molecular structures
and generate fingerprints. Loading a molecule from
a file in R is very similar to the steps used in loading
it in a Java program using CDK:

f <- ’molecule.mol’
filereader <- .JNew(’FileReader’,

.JNew(’File’,f) )
reader <- .Java(.JNew(’ReaderFactory’),

’createReader’, filereader)
content <- .Java(reader,’read’,

.JNew(’ChemFile’))
containers <- .Java(’ChemFileManipulator’,

’getAllAtomContainers’, content)

Here f is an R character variable that contains the
full path to the file being loaded. The .JNew() func-
tion calls the constructor for the class specified in the
first argument. Arguments for the class construc-
tor are passed as additional arguments to the func-
tion. The return value of this function is an object
of class AnonymousOmegahatReference from the
SJava API and contains information regarding the
actual (in terms of CDK) class name of the object
that was created. This is effectively a reference to
the Java object and is stored by SJava in an inter-
nal database. This reference can then be used to call
methods that may be defined for this object using
the .Java() function. This is illustrated by the sec-
ond statement in the source code shown above. This
call creates a new io.ReaderFactory object and then
calls the createReader method passing the previ-
ously created java.io.FileReader object to it. A short-
hand for calling methods of Java objects is to use the
$ symbol. We can thus rewrite the above example as

f <- ’molecule.mol’
filereader <- .JNew(’FileReader’,

.JNew("File",f) )
rfactory <- .JNew(’ReaderFactory’)
reader <- rfactory$createReader(filereader)
content <- reader$read(.JNew(’ChemFile’))
containers <- .Java(’ChemFileManipulator’,

’getAllAtomContainers’, content)

Now that we have the ChemFile object we can
get all the AtomContainer’s present using the last
statement in the source code presented previously.
At this stage the object container is an array of
AtomContainer. For full generality let us assume
that each file may contain more than one molecule.

Thus we must now iterate over each element of this
array and calculate the fingerprint of that element.
We can get the number of molecules in this array by

nummol <- .JavaArrayLength(containers)

With this value we can now loop through the ele-
ments of the array and generate the fingerprint for
each structure

for (i in 1:nummol) {
molecule <- .JavaGetArrayElement(containers,i)
fp <- .Java(’Fingerprinter’,’getFingerprint’,

molecule)
# save fingerprint
}

Thus, fp represents the fingerprint for a single
molecule. This object is a java.util.BitSet and so is
a reference to the actual Java object. To be able to use
this fingerprint in R we must somehow extract the
information from this object. This is easily done by
parsing the String representation of the object:

> s <- gsub(’[{}]’,’’, fp$toString())
> s <- strsplit(s, split=’,’)[[1]]
> s <- as.numeric(s)

The result of this processing is that the variable s is
a vector of integers representing the positions of the
BitSet that were on (i.e., 1). We refer to this as the
fingerprint vector.

At this point the issue of error handling should
be considered. For example, in the file reading
code above, if f refers to a non existent file the ac-
tual Java code will throw a an exception of class
java.io.FileNotFoundException. In this case the
.JNew() call will fail and the exception will be re-
ported. Errors can be trapped in R by using the try
function. Thus we may check that the FileReader ob-
ject was instantiated correctly by doing

filereader <- try(.JNew(’FileReader’,
.JNew("File",f) ))

if (class(filereader) == ’try-error’) {
# Report the error
stop()

}

If the call to .JNew() was successful then filereader
will contain the reference to the Java object. In case
the call failed, filrereader will be an R object of
class try-error. This indicates that an error has oc-
curred. As the try-error object contains information
regarding the nature of the error this facility allows
the user to capture exceptions thrown by the CDK
and handle them gracefully.

The above code examples represent the steps re-
quired to get the fingerprint for a single structure.
It is a simple matter to combine the above code
in a loop and return a list structure with each el-
ement representing a fingerprint vector. The final

CDK News



Vol. 2/1, March 2005 4

fingerprint function does exactly this and can be
obtained from Ref. [6] along with a dataset to test
the example below. Together with the binary finger-
print tools R package (also available from Ref. [6]) it
is a simple matter to develop a clustering for a set of
molecules:

> source(’cdkfp.R’)
> library(fingerprint)
> library(cluster)
> files <- list.files(pattern=’dan*’)
> fpmat <- fp.to.matrix(fingerprint(files))
> cluster <- pam(fpmat, k=2)

The above code loads the fingerprint tools and
clustering libraries and then creates a vector of
file names. This vector is then passed to
fingerprint. The resultant list of fingerprint vec-
tors is then is then converted to matrix form and
clustered using the partitioning around medoids [7]
algorithm, dividing the dataset into 2 clusters.

Figure 1: The silhouette plot [7] for the 2 cluster par-
titioning of the example dataset using binary finger-
prints.

The resultant clustering may be visualized using
a silhouette plot. This plot indicates the quality of
clustering and each observation is assigned a silhou-
ette value ranging from -1 to 1, where values closer
to 1 indicate better clustering. Fig. 1 is a silhouette
plot of the example dataset. The silhouette values of
the two clusters indicate the presence of reasonable
clustering structure.

Example 2. QSAR models

Another common QSAR application is the modeling
of a property or activity of a set of molecules. In this
context, modeling implies the development of a lin-
ear or non-linear model to either predict the activity
of a set of molecules or classify a set of molecules,
based on a set of molecular descriptors. Thus we
have two distinct requirements: statistical modeling
tools and molecular descriptors routines. R provides
the former and CDK provides the latter. In this sec-
tion we focus on building linear regression models to
predict the boiling point of a set of 277 molecules [8].

The CDK has recently been enhanced by the ad-
dition of a large (and growing) number of molec-
ular descriptor routines located in the package
cdk.qsar [9]. Both atom based as well as whole
molecule descriptors are available. Examples include
atom & bond counts, topological descriptors (con-
nectivity indices, Wiener paths etc), geometric de-
scriptors (gravitational index) as well as holistic de-
scriptors such as WHIM and BCUT descriptors.

Ideally one would calculate all descriptors avail-
able and then reduce the descriptor pool to a smaller
set of information rich descriptors. However the cur-
rent design of the descriptor package in CDK poses
some problems for automatic calculation of all avail-
able descriptors. This is because of the fact that a
number of descriptors, such as BCUT, require pa-
rameters to be set. Though default parameters are
present, these might not be suitable for all molecules.
Recent additions to the QSAR package now allow the
user to select classes of descriptors (such as topolog-
ical, electronic, geometric or combinations of these).
This facility is dependent on the presence of meta-
data associated with each implemented descriptor.
Thus, though 33 descriptors are implemented all of
them do not have associated metadata and cannot be
accessed by the class selection method. With the ad-
dition of associated metadata for individual descrip-
tors, the class based selection facility will become
more useful. For the purposes of demonstration, we
choose a number of descriptors by hand.

As before, the first step is to load the molecular
structures into the R session. This has been described
in the preceding section. We focus on actual calcula-
tion of descriptor values. First we define which de-
scriptors we want to calculate. This is done by cre-
ating a vector containing the names of the descriptor
classes that we will consider

descnames <- c(
’GravitationalIndexDescriptor’,
’HBondAcceptorCountDescriptor’,
’KappaShapeIndicesDescriptor’,
’XLogPDescriptor’)

Now, for a given molecular structure we loop over
the descriptors we want to calculate:

for (dn in descnames) {
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desc <- .JavaConstructor(dn)
if (dn == ’BCUTDescriptor’) {
params <- .JavaArrayConstructor(

"Integer",dim=c(2))
.JavaSetArrayElement(params,

.JNew(’Integer’,as.integer(2)),1)
.JavaSetArrayElement(params,

.JNew(’Integer’,as.integer(2)),2)
desc$setParameters(params)
}
dval <- .Java(desc, ’calculate’,molecule)

# process return value
# save descriptor value
}

As before, obtaining a qsar.Descriptor object is sim-
ply a matter of calling the constructor with the
.JNew() function and then calling the methods of
this object using the $ symbol (or the .Java() func-
tion). Note the special case of the BCUT descriptor.
Since the BCUT descriptor returns the n highest and
lowest eigenvalues of the weighted Burden matrix,
we can specify the value of n by setting a parameter
of the descriptor object. This is achieved by creating
a Java array of Object’s and then filling in the values.
Finally the parameters are set by passing this array to
the setParameters method of the descriptor object.

Processing the return values requires some extra
effort. This is because the return value from the CDK
descriptor routines are objects that implement the
DescriptorResult interface. The current implementa-
tion provides four classes representing boolean, dou-
ble, integer and java.util.ArrayList of double de-
scriptor return values. As a result we must check the
class of the return value and extract the numeric val-
ues appropriately. So if the return value was an ob-
ject of class qsar.result.IntegerResult we would do

if (javaIs(dval, ’IntegerResult’)) {
dvec[count] <- dval$intValue()
count <- count + 1
}

Here dvec is a numeric vector that will contain
the values of all the descriptors for the current
molecule. In case the return value is of class
qsar.result.DoubleArrayList we need to do some ex-
tra processing to extract the descriptor values

if (javaIs(dval,’DoubleArrayResult’)) {
len <- dval$size()
for (i in 1:dval$size()) {
dvec[count] <- dval$get(as.integer(i-1))
count <- count + 1

}

The above steps are applied to each molecular struc-
ture resulting in a data.frame of descriptor values for
all the molecules.

At this stage we can develop the linear model.
However, there is one aspect that needs considera-
tion. After having calculated all the descriptors we
end up with a data.frame. However, the columns
(representing the descriptors) are named using de-
fault values provided by R. As a result we have
no easy way to know which column corresponds to
which descriptor. One approach to this problem is to
use the getSpecification method of a Descriptor
object to get a qsar.DescriptorSpecification object.
This object encapsulates information about a descrip-
tor such as reference, title, identifier and so on. By
obtaining the title of the descriptor from this object
we can create a mangled name for the values of each
descriptor. In case a descriptor routine returns a sin-
gle value we simply use a shortened form of the title
as the name for that descriptor in the data.frame. In
case a descriptor returns multiple values (such as the
gravitational index descriptor) we append a number
to the shortened version of the title to identify each
individual return value. Thus, we can get the base
name for a given descriptor by

x <- desc$getSpecification()$ \
getImplementationTitle()

x <- strsplit(x,’\\.’)[[1]]
x <- substr(x[length(x)], 1,3)

When applied to the return values of the gravita-
tional index descriptor we get 9 names - Gra1 to
Gra9. This approach is not foolproof however. In
the case of the H-bond donor/acceptor descriptors
the naming scheme results in both descriptors hav-
ing the name HBo. One could take the full name of
the descriptor as the name for the corresponding col-
umn in the data.frame but this results in unwieldy
output in the R session.

We are now in a position to develop a linear
model. For the purposes of this article we omit a
number of details that should be carried out in a
QSAR study, such as descriptor reduction and sub-
set selection. As before, we define an R function that
takes a character vector of file names and returns a
data.frame of descriptor values. The code and exam-
ple dataset are available from Ref [6]. The sequence
of steps required to generate a linear model would
be

> source(’cdklm.R’)
> files <- list.files(pattern=’dan*’)
> descframe <- descriptors(files)
> descframe <- cbind(depv=scan(’depv.txt’),

descframe)
> pop <- 1:277
> tset <- sample(pop,200)
> pset <- pop[-tset]
> model <- lm(depv~Gra1+Gra4+BCU10+BCU12+Kap1,

descframe, subset=tset)
> pred <- predict(model, descframe[pset,])

The above code makes a list of structure files and
then calls the descriptor calculator function. This

CDK News



Vol. 2/1, March 2005 6

function returns a data.frame which we augment
by adding the dependent variable. The resultant
data.frame is then used to build the linear regression
model. A plot of the predicted versus observed boil-
ing points using the above model is shown in Fig. 2.

Figure 2: A plot of observed versus predicted boil-
ing points for the example dataset [8]. The plot was
generated from 5 descriptor linear regression model

Though the plot indicates moderately good per-
formance, the predictions for the lower range of the
dependent variable are not very good. In addition
the prediction set indicates a number of outliers. The
low performance of the model is not surprising as
we have not carried out rigorous feature selection to
select optimal descriptors.

Conclusions

In this article we have described one approach to the
integration of R and the CDK to provide a modeling
platform for chemical information. The binary fin-
gerprint example shows one way to perform a clus-
tering of molecular structures. Together with other
forms of chemical information (such as Rule of Five
properties) this allows us to use R as tool for ex-
ploratory cheminformatics studies. The linear re-
gression example displays the use of R as a modeling
tool for chemical information. As mentioned previ-
ously, the molecular descriptor package in the CDK
has recently been introduced. As a result certain fea-
tures are still in a state of flux. With the consolidation
of various design aspects, this package will allow for
an efficient way for a modeler to obtain structural in-

formation for use in model development.
The combination of a general purpose statis-

tical environment and a cheminformatics backend
leads to a platform ideally suited for the modeling
of chemical information. Applications include ex-
ploratory analysis of datasets, molecular selections
based on a combination of statistical properties and
chemical information, the development of predictive
models for screening purposes and so on. Though
these types of tasks can be performed using separate
tools, the combination of R and the CDK result in an
efficient workflow for cheminformatics modeling.

Rajarshi Guha
Pennsylvania State University
rxg218@psu.edu

Bibliography

[1] R Development Core Team. R: A language and
environment for statistical computing. R Foun-
dation for Statistical Computing, Vienna, Aus-
tria, 2004. ISBN 3-900051-07-0, http://www.
r-project.org.

[2] L. Tierney. XLISP-STAT: A Statistical Environ-
ment Based on the XLISP Language (Version 2.0).
Technical Report 528, School of Statistics, Uni-
versity of Minnesota, 1989. http://www.stat.
uiowa.edu/~luke/xls/xlsinfo/xlsinfo.html.

[3] I.H. Witten and E. Frank. Data Mining: Practi-
cal machine learning tools with Java implementations.
Morgan Kaufmann, San Francisco, 2000.

[4] R.A. Becker, J.M. Chambers, and A.R. Wilks. The
new S language: A Programming Environment for
Data Analysis and Graphics. Wadsworth, Pacific
Grove, CA, 1988.

[5] http://www.omegahat.org/RSJava/.

[6] Supplemental material. http://cdk.sf.net/
cdknews-suppl.html.

[7] L. Kaufman and P.J. Rousseeuw. Finding Groups
in Data: An Introduction to Cluster Analysis. Wiley,
New York, 1990.

[8] E.S. Goll and P.C. Jurs. Prediction of the nor-
mal boiling points of organic compounds from
molecular structures with a computational neu-
ral network model. J. Chem. Inf. Comput. Sci.,
39:974–983, 1999.

[9] http://cdk.sourceforge.net/api/org/
openscience/cdk/qsar/package-summary.
html.

CDK News

mailto:rxg218@psu.edu
http://www.r-project.org
http://www.r-project.org
http://www.stat.uiowa.edu/~luke/xls/xlsinfo/xlsinfo.html
http://www.stat.uiowa.edu/~luke/xls/xlsinfo/xlsinfo.html
http://www.omegahat.org/RSJava/
http://cdk.sf.net/cdknews-suppl.html
http://cdk.sf.net/cdknews-suppl.html
 http://cdk.sourceforge.net/api/org/openscience/cdk/qsar/package-summary.html
 http://cdk.sourceforge.net/api/org/openscience/cdk/qsar/package-summary.html
 http://cdk.sourceforge.net/api/org/openscience/cdk/qsar/package-summary.html


Vol. 2/1, March 2005 7

Using R to provide statistical functionality
for QSAR modeling in CDK
A description of the integration of CDK and the R
statistical environment

Rajarshi Guha

Introduction

A previous article[1] discussed the use of the CDK
framework as a cheminformatics backend to statis-
tical software, allowing for easy access to chemical
information for modeling purposes. However, ac-
cess to statistical functionality from within the CDK
framework is a very useful feature. Ideally, the CDK
should be agnostic in terms of which backend pro-
vides the statistical functionality. This requires that
an interface between the CDK and the statistical soft-
ware be implemented. This article describes the de-
sign and implementation of the general statistical
modeling interface for CDK and then describes in de-
tail the interface between the CDK and R [2].

Requirements

The interface between the CDK and R is based on
the SJava[3] package. This article will not discuss the
installation and setup of these packages as they are
both described on their respective webpages. The
reader should be familiar with the basics of R pro-
gramming. Furthermore, if the reader wishes to im-
plement wrappers for other R functions, familiarity
with the SJava package is expected.

The SJava package uses a number of Java classes.
Some of these are packaged as jar files whereas oth-
ers are placed in a directory based hierarchy. For
ease of use, the classes were repackaged into two jar
files, sjava-0.68.jar and antlr.jar, both of which are in-
cluded in the jar/ directory of the CDK distribution.
When compiling the QSAR modeling packages these
are included in the CLASSPATH automatically. When
one develops code using the CDK the above jar files
should be placed in the CLASSPATH. In addition the
CDK jar files should also be placed in the CLASSPATH.

Finally, to run code (such as user developed code
or the JUnit tests from the CDK distribution) the R_-
HOME environment variable should be set to point to
the users R installation directory.

The general modeling interface

The goal of the QSAR modeling package is to pro-
vide a way to allow a user of the CDK framework

to have access to statistical and mathematical func-
tionality. Given that there are a number of statisti-
cal and mathematical packages available, the most
fundamental decision to be taken is whether the in-
terface should consist of a single generic interface to
all such packages or whether each package would
have its own specific interface. The second option
was chosen for a number of reasons. First, different
packages provide different functionalities. Though,
this is not really a concern for basic modeling tech-
niques (such as linear regression) the differences be-
tween packages makes the development of a generic
interface difficult. Second, by providing specific in-
terfaces all the information provided by the statistical
package can be wrapped and provided to the CDK.
That is the return information does not need to be
mangled to the lowest common denominator. It is
possible to argue that a common subset of informa-
tion and functionality from various packages could
be provided by the modeling package. However, we
feel that this reduces the utility of the modeling fea-
tures that can be accessed by the CDK.

Currently the modeling package, cdk.qsar.model,
is based on a single interface, Model which declares
two methods: build and predict. In addition, an ex-
ception class, QSARModelException is also defined,
which can be used by modeling classes. Currently,
this interface is very simple. The main reason is to
allow for maximum flexibility when implementing
wrappers for various statistical packages. The next
section goes into more detail on the implementation
of the wrapper interface for the R software package.

The interface to R

The interface to R can be found in the CDK hierarchy
at cdk.qsar.model.R. The current implementation
provides a class to perform linear regression model-
ing using R and a placeholder for the neural network
regression routine. The various steps involved in the
development and use of the interface are discussed
in turn.

Initialization

The R interface is based on an abstract base class,
RModel which implements the Model interface. As
a result, all classes that present the statistical func-
tionality of R to the user of the API are subclasses of
this class. The SJava package initializes the embed-
ded R engine on the Java side by creating an instance
of ROmegahatInterpreter and provides access to the
underlying R interpreter and engine. Any further
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initialization that may be required in the R session
can be carried out by making a call to the R engine,
asking it to source an R script.

Due to the design of the R engine, it can only be
instantiated once in a given Java thread. (This lack of
thread safety also creates issues when a Java thread
tries to access the R graphic features). Thus, when
a user develops models using the R/CDK package
the R subsystem must be initialized only once. This
is ensured by using RModel as the base class for all
modeling classes. When a modeling class is instan-
tiated a call is made to the constructor of the super
class (i.e., RModel). The constructors of RModel en-
sure that initialization is carried out only once by us-
ing a static variable:

public abstract class RModel

implements Model {

private static boolean doneInit = false;

public static REvaluator revaluator = null;

public static

ROmegahatInterpreter interp = null;

public RModel() {

String[] args = {"--vanilla","-q"};

if (!doneInit) {

this.interp = new ROmegahatInterpreter(

ROmegahatInterpreter.fixArgs(args),

false);

this.revaluator = new REvaluator();

loadRFunctions(this.revaluator);

doneInit = true;

}

}

The first step is to create an instance of
ROmegahatInterpreter which initializes the R inter-
preter. Next, an instance of the R engine is created by
calling REvaluator. These instances are then avail-
able to all subclasses. The variable, revaluator, is
used to make calls to various R functions from the
Java side. As a result, all subclasses will share the
same R session. This point should be kept in mind as
it plays an important role in the names of R variables.

After we have created instances of the R engine
and interpreter, we must load the SJava library in the
R session as well as a number of helper and wrapper
functions (which will be described later). This is car-
ried out by the loadRFunctions method in RModel.
This function sources an R script called cdkSJava.R
stored in cdk.qsar.model.data which performs var-
ious initializations within the R session.

As a result of the use of the abstract base class all
the initialization for an R session is carried out only
once, however many instances of different modeling
classes (linear regression, neural networks etc.) are
created.

Creating a modeling class

At this point we have a described the general mod-
eling interface and the initialization of the R inter-

face. The next step is to consider the development
of a class that can perform a specific form of model-
ing. The subsequent sections describe the implemen-
tation of a class that builds linear regression models
using the lm and predict.lm functions in R. Though
we will be referring to linear regression the discus-
sion can easily be applied to the development of
classes that wrap other R functions such as neural
networks or decision trees.

Passing data from R to Java and back

A fundamental requirement of any interface between
two systems is to be able to pass data and informa-
tion between the two systems. In the case of the
R/CDK interface this is not a trivial process as many
R objects have no counterpart in Java and vice versa.
The SJava system allows some Java primitives to be
passed directly to an R session. The following ta-
ble [4] shows how Java primitives are represented in
R.

Java R
double numeric()
float numeric()
int integer()
String character()
char character()
byte character()
long integer()
boolean logical()

However, for the purpose of linear regression (as
well as other model types) the R session will receive a
Java array (i.e., an int[][] or double[][] variable).
In this case, the R session will see see the array as a
list structure. This can easily be converted to a matrix
form by the following R code

x <- matrix( unlist(x), ncol = length(x) )

An important feature to note is that R stores matri-
ces in Fortran form by default. That is, matrices are
stored column-wise rather than row-wise. As a result
before sending a Java array to R it should be trans-
posed. This can be avoided by using the byrow pa-
rameter to the matrix function on the R side. How-
ever the current implementation of the linear regres-
sion modeling class transposes Java arrays and then
sends them to the R session.

We have described how Java sends primitive ob-
jects to R. When R sends objects back to Java, the lat-
ter sees the result as an instance of Object. If the re-
turn type of the R function is known this can then be
coerced to the corresponding Java primitive.

However, the result of many R functions are not
objects that can be easily converted to Java prim-
itives. An example is the result from a call to
lm which returns an object containing a number of
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fields. Clearly such an object cannot be directly re-
turned to the Java caller. A similar problem occurs if
an instance of a Java class is passed to an R session.
At this point we will focus on the former problem,
though much of this discussion can be applied to the
latter case as well.

The problem of passing complex R objects back
to Java is solved by the use of converter functions
(on the R side) and wrapper classes (on the Java
side). Let us consider wrapper classes first. As
mentioned above, R functions can return complex
objects containing a number of fields. In addition,
all R objects (primitive or complex) are assigned a
class. For example the lm function returns an ob-
ject that has fields representing the estimated coef-
ficients, residuals, fitted response and so on. R as-
signs a class of ’lm’ to this object. Such an object
is represented on the Java side by creating a class
that contains fields corresponding to the fields in the
R object along with methods to access and manip-
ulate the fields. The wrapper class is instantiated
in the R session using the fields from the R object.
The instance of the Java class is then returned to the
Java caller as the result of the R calculation. Note
that all fields of the R object need not be represented
in the Java class - only those that that implementer
chooses to pass from R back to Java need be included
in the class definition. As an example we may con-
sider the LinearRegressionModelFit class. This class
contains the following fields: coeff, res, fitted,
rank and dfResidual corresponding to all the fields
in an R ’lm’ object. That is, it is a Java representation
of the R ’lm’ object. In addition, each field has cor-
responding get and set methods. It is important to
remember that this class (and other wrapper classes)
is present for the purposes of data transfer between
CDK and R and thus is not meant to be used by the
user. However, the class is declared as public so that
it can be accessed from within the R session. In gen-
eral the first step in the transfer of a complex R object
to a Java caller is to create a Java class that represents
the R object.

To understand the role of the converter function
on the R side, let us consider what happens when
we call an R function, say testfunc, from Java. We
call the R function by using the call method of the
Revaluator object and pass the name of the func-
tion (testfunc) as a string and the parameters as
an array of Object. Within R, the function performs
the calculations and returns the resultant object. Be-
fore SJava returns the object to the Java caller, it
searches an internal database that contains a list of
matchers and corresponding converters. Essentially
a matcher is a function that checks to see whether
the argument is of a class that is to be handled
by the converter function. The matchers and con-
verters are set in the initialization step by calling
setJavaFunctionConverter in the R script. The call
to this function looks like

setJavaFunctionConverter(

converterFunction,

matcherFunction,

description = ’A description’,

fromJava = FALSE)

The matcher function is usually a simple function
that returns true if the supplied argument is of the
specified class. For example, if the converter function
is meant to operate on R objects of class ’lm’ then the
corresponding matcher function would look like

function(x,...) {

inherits(x, ’lm’)

}

Here, the inherits function checks to see whether
the class of the object x is of ‘lm’. If so, it returns
true, otherwise it returns false. Thus, when testfunc
returns an object of class ’lm’, SJava searches the
database of matchers and finds the above matcher,
which returns true. It then passes the return value of
testfunc to the corresponding converter function.

The job of the converter function is to map the R
object to the corresponding Java class that has been
previously implemented. In the case of an R object
with class ’lm’ the converter would create an in-
stance of LinearRegressionModelFit by passing to
the constructor the required fields from the R ob-
ject. Such a converter function is implemented in the
R/CDK interface in cdkSJava.R and is shown below

lmFitConverter <- function(obj,...)

{

.JNew(

"org.openscience.cdk.qsar.model." +

"R.LinearRegressionModelFit",

obj$coefficients, obj$residuals,

obj$fitted, obj$rank, obj$df.residual)

}

In this case very little processing is required and the
function simply maps the R object to a Java class.
The resultant instance is then returned by SJava to
the Java caller. For other types of objects further pro-
cessing may occur in the converter function before a
Java class is instantiated.

Back on the Java side, the result of the call to
call is an object of class Object which can be coerced
to LinearRegressionModelFit and then used for fur-
ther calculations. An example of this is shown in the
code snippet below

Object tmp = revaluator.call(’buildLM’,

new Object[] {

getModelName(),

x,y,

weights });

LinearRegressionModelFit model =

(LinearRegressionModelFit)tmp;

// get the coefficients

double[] coeff = model.getCoefficients()

// get residuals

double[] res = model.getResiduals()
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At this point, one may ask how the R/CDK in-
terface can handle R objects that have a primitive
class (numeric, list etc ). An example of this is
when we use predict.lm in R to make new pre-
dictions using a previously built model. The re-
turn value of predict.lm may be numeric vector or
a list structure and thus will have a class attribute
of ’numeric’ or ’list’. A matcher that returned
true for ’list’ objects would not be able to differ-
entiate between the return value from predict.lm
and other functions that also returned ’list’ ob-
jects. A simple way to get around this is to wrap
the call to predict.lm (in the R session) and before
returning the object, assign a different class to it,
say ’lmprediction’. Then a matcher function can
be written to check for this class so that the corre-
sponding converter function can map the object to
a Java class. This sequence of operations is imple-
mented in the R/CDK interface by the predictLM
R function and the LinearRegressionModelPredict
Java class. Thus the wrapper for the predict.lm
function is called predictLM and looks like

predictLM <-

function(modelname, newx, interval) {

# do some pre processing

# call predict.lm

preds <- predict.lm( ... )

class(preds) <- ’lmprediction’

preds

}

After predictLM has returned the ’lmprediction’
object, SJava looks for a matcher that will return true
for objects of class ’lmprediction’. The matcher
looks like

function(x,...) {

inherits(x, ’lmprediction’)

}

The corresponding converter is similar to the one
shown previously and simply instantiates an object
of class LinearRegressionModelPredict and returns
this object to the Java caller.

Wrapping R functions

The above discussion shows how complex R objects
can be returned to Java by the use of converters and
matcher functions on the R side and wrapper classes
on the Java side. The example of the predictLM R
function shows that in general, R wrappers need to
be written for the R functions that perform the ac-
tual modeling. That is, rather than call predict.lm
directly from Java code, it is better to create a wrap-
per function, in R, that can check validity of argu-
ments, set specific parameters, assign classes to re-
turn values and so on. The implementer would then
call the wrapper R function rather than the original
R function. In the case of predict.lm, the wrap-
per function predictLM converts the Java array to a
data.frame, sets the type of confidence interval cal-
culation required, calls predict.lm, sets the class of

the return value and finally returns the predictions
and associated statistics. Though the use of wrapper
functions leads to some loss flexibility it allows for
specific matchers and converters to be written. The
wrapper functions also play an important role in the
management of multiple models, which will be dis-
cussed later on.

Hiding the Java wrapper classes

At this point we have considered how R objects
can be passed back to Java in the form of wrapper
classes. Two such classes currently implemented in
the R/CDK interface are LinearRegressionModelFit
and LinearRegressionModelPredict which wrap the
return values from lm and predict.lm respectively.
During the design of the interface an important de-
cision to be taken was whether to let the user of
the API directly access these wrapper classes or not,
as the role of these classes is to allow data trans-
fer between R and CDK. From the point of view
of class permissions, these wrapper classes must be
public, so that they can be instantiated in the R ses-
sion. As a result a user of the API is able to di-
rectly access the wrapper classes. However in the
interests of encapsulation it was decided that a sepa-
rate class, LinearRegressionModel, would be imple-
mented which would act as the frontend for the cre-
ation and use of linear regression models. Another
reason for a frontend class was to allow for the man-
agement of multiple models, which will be discussed
in the next section.

LinearRegressionModel is a subclass of RModel
and allows the user to set the dependent and in-
dependent variables as well as an array of weights
(for weighted least squares regression). Being a sub-
class of RModel, the two methods that must be
present are build and predict. These methods al-
low the user to build the model and then use the
model for prediction purposes. Since the definition
of these methods in RModel take no arguments, sep-
arate methods should be implemented to set param-
eters required to build a model or make new pre-
dictions. For the former, the constructor takes the
required information. For the latter, the class con-
tains the method setPredictionParameters which
allows the user of the API to specify the new values
of the independent variables and the type of interval
calculations for linear regression models. Calls to the
R engine can be made using the inherited variable,
revaluator, which is an instance of REvaluator. As
this object is shared by all subclasses this implies
that all subclasses will share the same R session.
This has implications for the case where a user cre-
ates multiple models via multiple instances of the
frontend class. Once the model has been built, the
LinearRegressionModel class provides methods to
get various details of the model such as coefficients
and so on. These methods simply call the methods
of the wrapper classes (LinearRegressionModelFit
and LinearRegressionModelPredict). An example
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of the usage of the frontend class for linear regres-
sion is shown in the following code snippet

try {

LinearRegressionModel lrm =

new LinearRegressionModel(x,y);

lrm.build();

lrm.setPredictionParameters(

newx,

"confidence");

lrm.predict();

} catch (QSARModelException qme) {

System.out.println(qme.toString());

}

double[] fitted = lrm.getFitFitted();

double[] predictedvalues =

lrm.getPredictPredicted();

}

An alternative to the above is to simply return the fit
and predict objects directly to the user. This would
make the frontend class more compact, but would
also cause the implementation details to be exposed
to the user. Whether this form of design is better than
using the frontend class for all accesses is still under
consideration.

Managing multiple models

At this point we have seen how R functions and ob-
jects can be accessed from within the CDK frame-
work. We have also seen how a linear regression
model can be built. However two important ques-
tions arise. First, what happens when we make two
or more instances of the LinearRegressionModel
class? Second, building the model returns an object
of LinearRegressionModelFit back to the CDK side.
But when making predictions the R session needs ac-
cess to the original ’lm’ object. How do we handle
this situation?

The problem underlying these questions is that
the embedded R engine is not thread safe. This
means that in a given Java thread, there is only
one R session which is shared by all instances of
the modeling classes. To understand the implica-
tions of this let us consider how we build a linear
model. From the CDK API we create an instance
of LinearRegressionModel with the required depen-
dent and independent variables and then call build.
This method then calls the R wrapper, buildLM. In-
side buildLM we might do something like

model <- lm( ... )

return(model)

After returning to the Java side, the variable, model,
is still present in the R session. However, if a
new instance of the LinearRegressionModel class
is created it would perform the same series of ac-
tions and overwrite the value of model within the R
session. That is, we would loose all reference to
the model corresponding to the first instance of the
LinearRegressionModel class. A similar problem

can occur when we go to make predictions. It is pos-
sible that a user fits more than one model and then
later on decides to make predictions with the first
model. But in the above scenario there is only one
model variable - which corresponds the second in-
stance of the LinearRegressionModel class.

The solution to both the above problems is to pro-
vide unique model ID’s on the Java side and pass
these ID’s to the R session. These ID’s are then used
as the name of the variable in the R session, to hold
the model object. The implementation of model ID’s
is based on a static integer variable in the frontend
class. In the case of the LinearRegressionModel
class this is globalID. This variable is incremented
each time the class is instantiated and the value is
stored in the variable, currentID which is then used
to create a string. This is carried out by the following
method

public String getModelName() {

return("cdkLMModel"+currentID);

}

The result of this is that each instance of the
LinearRegressionModel class has a unique ID
string. This ID string is used as the name of the
model variable in the R session. This allows each
instance of the class to have its own model variable
within the R session and also allows us to access this
model variable when carrying out predictions with
this instance of the class. With this information the
build method contains the following code

public void build() throws QSARModelException {

this.modelfit = revaluator.call(

"buildLM",

new Object[] {

getModelName(),

this.x,

this.y,

this.weights

});

}

The above code calls the R wrapper for the lm func-
tion and passes the model ID as the first argument. In
the R wrapper, buildLM, we see the following code

buildLM <- function(modelname, x,y,wts) {

# pre process inputs

assign(modelname,

lm(fmla,d,weights=wts), pos=1)

get(modelname)

}

The last two statements are the key to using strings as
variable names. The assign function places the sec-
ond argument in the variable named in the first argu-
ment. Therefore, the above code places the result of
the lm function into a variable called ’cdkLMModel1’
for the first instance of the LinearRegressionModel
class. Similarly the second instance of this class
would have the ’lm’ object stored in a variable called
’cdkLMModel2’. After having stored the model in
the variable, the variable must be returned by the
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function. This is achieved by using the get func-
tion which takes a character argument specifying the
name of the variable whose value is to be returned.
Further details of these functions may be found in
the R documentation.

The use of model ID’s solves the problem of
using a previously generated model to make pre-
dictions. In this case, the predict method of the
LinearRegressionModel passes the model name,
obtained from getModelName, to the R function
predictLM which is a wrapper for predict.lm.
Within predictLM we see

preds <- predict( get(modelname),

newx,

se.fit=TRUE,

interval=interval)

As before, get returns the value of the variable
whose name is specified by the argument to get.
Thus the above code will make predictions using the
’lm’ object that corresponds to the instance of the
LinearRegressionModel class that called builLM.

Though the use of model ID’s neatly solves the
problem of multiple models it does have one down-
side. When an instance of LinearRegressionModel
is garbage collected, the corresponding model vari-
able in the R session is not deleted. This can be
considered a form of memory leak. One possible
solution is to ensure that the class has a finalize
method. Though Ref. [5] mentions that a finalize
method should only refer to memory operations,
handling unwanted R variables without the use of
this approach seems problematic. Currently the im-
plementation of the finalize method for a frontend
class should simply obtain the model name and re-
move it from the R session with rm:

protected void finalize() {

revaluator.voidEval(

"rm("+this.getModelName()+",pos=1)");

}

Summary

The preceding sections have described various as-
pects of the R/CDK interface. We have seen how R
objects are represented on the Java side and the un-
derlying mechanisms that are used to pass data from
R to Java. We have seen the problems underlying
multiple instances of modeling classes and a possi-
ble solution. This section provides a concise sum-
mary of the steps involved in developing modeling
classes for other modeling techniques (such as neu-
ral networks and decision trees) present in R.

On the R side,

• Wrap the function that builds the model (which
might be lm or nnet) . The wrapper should
have a character argument that specifies the
name of the variable in which the model is to
be stored. The assign function should be used
to store the model object in this variable and

get should be used to return the contents of
this variable to the Java caller.

• Similarly, wrap the function which makes pre-
dictions using a previously built model. The
previously built model can be accessed using
the get function with the name of the variable
that the model is stored in. This name is the
model ID that is passed to the wrapper by the
Java caller. In case the return value of the pre-
diction function has a primitive class (such as
’numeric’ or ’list’), assign a unique class
name.

• Write converter and matcher functions for each
type of non-primitive object that is to be re-
turned to Java. The converter function should
instantiate a CDK class that represents the R
object being returned to the Java caller. The
matcher should check for the class of the R
object to be handled by the converter. Regis-
ter the converter and matcher functions using
setJavaFunctionConverter.

The above R code should be placed in cdkSJava.R.
On the Java side,

• Create a public wrapper class that will repre-
sent the R model object. This class should have
fields corresponding to those present in the R
object and the associated get and set methods.
Similarly, create a wrapper class to represent
the results of the prediction. These classes will
be instantiated only in the R session.

• Create a frontend class which should be a sub-
class of RModel. Ensure that the constructor
calls super().

• Ensure that the class provides a unique ID
string. This can be done by providing a static
variable which is incremented during class in-
stantiation. Use this to create a unique string
for each instance of the class.

• The build and predict methods should
use the revaluator variable inherited from
Rmodel to make calls to the R engine. Calls to
the R model building and prediction wrappers
should include the model ID.

• Provide method(s) to set parameters required
to build a model or make predictions using a
model, since the build and predict methods
cannot take any arguments.

• Implement a finalize method that removes
the model variable from the R session.

• Provide methods to access the fields of the
model fit and prediction wrapper classes,
rather than directly returning objects of these
classes to the user.
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Further work

The current implementation of the R/CDK interface
is a first attempt at integrating statistical function-
ality into the CDK framework. As a result the cer-
tain aspects of the design may change in the future.
A number of design decisions have been taken for
which alternatives exists. The mechanism by which
R objects are returned to Java is implemented using
converters and matchers. An alternative mechanism
provided by SJava is the dynamic creation of a Java
class based on an R object. Though this is a promis-
ing approach, experiments with this indicate that it
is relatively slow compared to direct instantiation of
wrapper classes.

Another aspect of the interface design is the ac-
cessibility of the classes that wrap the R objects. As
mentioned, these are currently designated public,
since they must be accessed within the R session. At
the same time, the frontend class provides access to
the fields of these wrapper classes rather than return-
ing them directly to the caller. Ideally, the wrapper
classes should not be visible to the user of the CDK
API. Combining this requirement with the public ac-
cess required by R is a topic of further consideration.

One aspect of the whole R/CDK interface is that
it requires the implementer to provide access to the
various fields in an R object. If the implementor does
not, then information is lost when an object is trans-
ferred from R back to CDK. If all the fields of the R
object are not mapped in the Java class the full flexi-
bility of R is not available. One way to bring the CDK
framework closer to R is to provide a method that al-
lows the user direct access to the R session via a con-
sole. Since all calls to the R engine in a given Java
thread use the same R session, this approach would
allow the user to manipulate objects created by func-
tion calls from other parts of the Java code.

In the context of flexibility, the current implemen-
tation of the linear gregression modeling class essen-
tially uses R as a calculation engine. As a result,
features such as column names for data.frames, sub-
setting and so on are not provided. These could be
implemented with relatively little effort, but on the
other hand it might be easier to manipulate the data
on the Java side and simply supply the final dataset
to R for calculation purposes. The latter approach
leads to more user level code on the Java side (for
manipulating data) whereas the former approach (if
implemented) would lead to a more complex API.
Which technique is preferred will depend on further
use of the framework and user feedback.

The use of a static integer variable as the basis for

instance ID’s could conceivably be replaced by some
form of a hash representation of the class instance.
However the current method of naming R variables
appears to be simple and sufficient.

Conclusion

This article has presented the design and implemen-
tation of a QSAR modeling package for the CDK
framework. The package is designed to be able to
use different statistical back-ends and hence the top-
level interface to the package is very simplistic and
general. We also present a detailed description of
the interface between R and CDK. A number of de-
sign decisions were discussed and alternatives pre-
sented. The current implementation leads to the loss
of some of R’s flexibility in terms of data manipula-
tion but does provide relatively complete access to
the statistical functionality of the R engine. The cur-
rent implementation of this interface allows the user
of the CDK to build linear regression model and use
them for prediction. However, the preceding discus-
sion is general enough to allow the reader to imple-
ment modeling classes that provide other function-
ality such neural networks, decision trees, discrimi-
nant analysis and so on.

The author looks forward to feedback from users
of this framework. Comments and suggestions re-
garding the design aspects of this project as well as
further directions in terms of design and application
are welcomed.

Rajarshi Guha
Pennsylvania State University
rxg218@psu.edu
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Extending
www.chemistry-development-kit.org
The new website has been set up to showcase CDK
functionality. This article describes how to extend
the site with new features.

by Stefan Kuhn

Since CDK is a library, it does not, in gen-
eral, provide full fledged applications. As a
result it is sometimes difficult to demonstrate
specific features to people. Therefore, http://
www.chemistry-development-kit.org/ was devel-
opped (see Fig. 1), which makes this possible. It
can also be used as a structure workbench and for
chemoinformatics teaching. Currently the functions
used are file I/O, structure analysis and rendering.

The structure of the website is such that a user can
enter or upload a molecule and then apply various
functions to it. All developers are invited to extend
the website. This article will give an outline of how
to do so.

The website is running on a server at the Cologne
Universitiy Bioinformatics Center and administra-
tion is done by the author. The software for the
website is checked into the CDK CVS repository at
sourceforge.net as module cdkweb. Anybody wish-
ing to add functions to it should check out this mod-
ule, add the function as explained in the next section
and notify the author to deploy this new version to
the server.

Figure 1: Screenshot of the http://www.chemistry-development-kit.org/ website.

Jetspeed

The www.chemistry-development-kit.org website is
based on Jetspeed (release 1.5), a framework for
portals developed by the Apache Foundation. The
central elements of Jetspeed are so-called portlets,
graphical sections on the screen containing informa-
tion. We use one portlet for each function, so adding
functions to cdkweb means adding portlets to the cvs
repository. After checking out the cdkweb module,
you first need to supplement it with the Jetspeed 1.5
binary distribution, available from http://jakarta.
apache.org/site/binindex.cgi. Create a directory

jetspeed under the root directory of your cvs check-
out and unpack the jetspeed.war file contained in the
binary download here. Then you can build cdkweb
with ant dist. What this does is to combine the Jet-
speed distribution with the CDK content in the src
directory to create a new war file, to be found in
dist/jetspeed.war. This can now be deployed to any
J2EE-compatible application server. We use Tom-
cat 5 (http://jakarta.apache.org/tomcat/). Sim-
ply drop the war to the webapps directory.

Jetspeed offers many different types of portlets
for displaying various tyoes of content and differ-
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ent applications. The portlet type used in cdkweb is
mainly the Velocity Portlet, which will be explained
here. But you may add also other types of portlets
(see portlet catalog [1]).

Writing a Velocity portlet
A Velocity portlet always consists of two parts: a Java
class doing calculations and a file in Velocity markup
doing the rendering. First let’s have a look at the Java
class. It could look like this:

package org.openscience.cdkweb.modules.actions.

portlets;

import org.apache.jetspeed.modules.actions.

portlets.VelocityPortletAction;

import org.apache.jetspeed.portal.portlets.

VelocityPortlet;

public class ExampleAction

extends VelocityPortletAction {

protected void buildNormalContext(

VelocityPortlet portlet, Context context,

RunData data) {

context.put("date", new Date());

}

}

This is a really simple example, but shows
the important features: Our portlet needs to ex-
tend org.apache.jetspeed.modules.actions.portlets.
VelocityPortletAction and needs to be in pack-
age org.openscience.cdkweb.modules.actions.
portlets. It overrides the buildNormalContext
method, which is important, because it fills the so-
called context. The context is essentially a hashmap,
connecting our class to the Velocity template. This
could look like this:

Hi! Current date is <b>$date.toString()</b>

As you can see Velocity is HTML enriched by ele-
ments starting with $. They reference elements from
the context by the name given when an object is put
into the context. So $date is the java.util.Date object
created in ExampleAction. We can call methods on
this in Velocity, here it is simply toString() (Actu-
ally, toString() is called by default when no method
is given, so we could have simply written $date).

So our portlet will essentially show the cur-
rent date. How are these pieces used in Jetspeed?
If a user views a page which contains this port-
let, Jetspeed uses the Java class to fill the con-
text, renders the Velocity template (i. e. replaces
$reference by the output of that method) and dis-
plays the resulting pure html on screen. In or-
der to enable this, we need to register our port-
let with Jetspeed. The file ‘src/conf/jetspeed/WEB-
INF/conf/local-portlets.xreg’ would get an entry like
this:

<portlet-entry name="Example" hidden="false"

type="ref" parent="Velocity"

application="false">

<meta-info>

<title>Example</title>

<description>This is an example</description>

</meta-info>

<classname>org.apache.jetspeed.portal.

portlets.VelocityPortlet</classname>

<parameter name="template" value="example"

hidden="true" cachedOnName="true"

cachedOnValue="true"/>

<parameter name="action"

value="portlets.ExampleAction" hidden="true"

cachedOnName="true" cachedOnValue="true"/>

<media-type ref="html"/>

<url cachedOnURL="true"/>

</portlet-entry>

Here the template and the class get linked
and are registered as a VelocityPortlet (<class-
name> does not need to be changed). Our two
files need to be saved in the following places
(pathes and extensions are given by Jetspeed):
‘src/java/org/openscience/cdkweb/modules/actions/-
portlets/ExampleAction.java’ and ‘src/vmtemplates/-
portlets/html/example.vm’. If we now do ant dist,
our distribution will contain the new portlet. When
you visit the site after deployment, the portlet will
not be visible, but can be put on screen by the user
(due to Jetspeed’s flexibility this needs to be done
explicitly, it will be done by the administrator on
the www.chemistry-development-kit.org site for the
anonymous user). Simply login as user turbine,
password turbine, click the symbol next to "Home",
choose "Add portlet", choose "Example" from the list,
press "Apply" and "Save and apply" and enjoy your
portlet.

Further possibilities with Velocity
Portlet

Obviously there is much more to Jetspeed and Ve-
locity than described in this article. Velocity has ele-
ments which make more complicated templates pos-
sible like if-then-else or loops. See the Velocity User’s
Guide for details [2].

Jetspeeds puts certain objects in the context by
default. The most important one is the RunData
object, which holds a lot of usefull objects like
the current session and is also a parameter of the
methods in ExampleAction. In the Velocity tem-
plate it is available as $data. In our Java class
we could say data.getSession().getAttribute(
"currentStructure"), which would give us the cur-
rent structure as a CDK Molecule. The structure is
put into the session once the user submitted a struc-
ture via the InputPortlet and is then available for
all other portlets. For details about RunData see
http://jakarta.apache.org/turbine/turbine/
turbine-2.3.1/apidocs/index.html.
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Jetspeed also offers a mechanism for processing
forms. For this the submit button must have a name
like <input TYPE="submit" name="eventSubmit_-
doInput" VALUE="Import file"> (eventSubmit_ is
a necessary part of it) and the method called in
the action file instead of buildNormalContext would
be public void doInput(RunData data, Context
context). An example for this mechanism can
be found in class InputAction. Furthermore, you
can dynamically configure the template to ren-
der in the Java class with setTemplate(data,
"othertemplate.vm"). For details about Jetspeed
see [1] or [3].
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Representation and use of chemistry in
the global electronic age
In the global electronic age, "state-of-the-art"
publishing effectively mutilates and even destroys
information on the way from the author to
the published paper in several ways. Peter
Murray-Rust addressed this issue recently at the
RSC Symposium on "New Horizons in Molecular
Informatics" in Cambridge, UK.

by Andreas Bender

A perspective paper[1] dealing with the huge gap
between today’s computational possibilities to store
and retrieve information and the possibilities that are
actually realized was recently presented at the RSC
Symposium on "New Horizons in Molecular Infor-
matics" in December 2004 in Cambridge, UK. Pre-
sented by Peter Murray-Rust from the Unilever Cen-
tre, University of Cambridge, in a very lively discus-
sion it touches on a central aspect of current scientific
publishing.

Information loss

The current process of "state-of-the-art" publishing
effectively mutilates and even renders information
useless on the way from the author to the published
paper in several ways:

• Data quality is not validated during current
publishing protocols, leading to dubious data
values in a large fraction of published synthetic
organic chemistry papers as determined by the
OSCAR publication checker.

• Many representations of chemical information
employed today are difficult to validate auto-
matically due to implicit assumptions such as
hydrogen counts and omission of units. This

can be circumvented by using XML Schemas
which require units to be made explicit.

• Re-usability of data is usually not possible.
This is despite the fact that some journals pub-
lish "supplementary information" on their web-
sites, which is still by no means true for every
paper in every journal. In addition, often un-
suitable formats such as scanned PDF files are
used.

• Metadata are usually not provided which may
be crucial in certain cases, for example those
stating data source and data refinement.

While these points focus on the publishing side
only, the concepts of the Semantic Web and the Grid
extend this concept, which propose instant access to
trusted information and services. This leads to a sit-
uation where all chemical data can be made publicly
accessible by providing web feeds. Networked com-
puters already provide more than enough computer
power for computational chemists, as demonstrated
by Graham Richard’s screensaver project.

According to Murray-Rust, there are essentially
three prerequisites to make the Chemical Semantic
Web viable:

• The attitude of scientists that potentially all in-
formation can be of value to others (and not just
the data selected for publication as supplemen-
tary information)

• Standardized data structures such as those pro-
vided by the XML family of languages (fore-
most the Chemical Markup Language, CML,
but also others such as MathML and Ther-
moML)
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• Open access to "factual" information, which,
as opposed to "data", cannot be copyrighted
and should be made publicly accessible to be
crawled by robots and other indexing engines.

The second of these points was discussed at the
meeting and it was shown that indexing much of
today’s published literature is hampered by unde-
fined abbreviations, layout requirements and other
"implicit agreements" which are known to humans
but not to the computer. For example, different ways
of assigning stereochemistry are often used even in
a single article, or constant groups are omitted from
a set of chemical structures using zigzag lines - these
are cases which require human perception but which
are not machine-readable.

The process of destruction of information is easily
perceptable: machine-readable data, such as CIF rep-
resentations of molecular structures, become unrec-
ognizable to a computer upon rasterization during
the publication process. Using the original CIF file
obtained from the authors, however, Murray-Rust
et al. were able to extract the coordinates of a sin-
gle molecule, using the following protocol: The CIF
file was read into an XMLDOM. Disordered compo-
nents were removed and fractional coordinates were
converted to cartesian. In the next step, bonds were
joined and a connectivity table was generated. If pos-
sible, this structure was validated against the chem-
ical formula, after which validation was performed
using the INChI representation. Sterogenic atoms
and bonds were identified, generating CML atom-
Parity and bondStereo, if appropriate. The Chem-
istry Development Kit (CDK) was used to generate
2D coordinates, which were output as CML. Thus,
full molecular coordinates would be accessible to the
chemist via a click on the molecular structure in the

publication.
Chemical reactions, which are often difficult to

handle, were also discussed on the basis of the ex-
tension of CML termed CMLReact.

The article concludes with a "manifesto for open
chemistry" which also caused a stir at the sympo-
sium where the paper was presented:

1. All information should be presented in an ex-
changeable (XML-based) format

2. The IUPAC unique identifier (INChI) should be
used which enables structures to be validated;
and

3. Rights metadata should be included to inform
chemists how the data may be re-used.

Many steps towards an XML-based representation of
chemical data, which greatly enhances scientific in-
terchange, have already been taken by patent orga-
nizations, governments and private companies. It
remains to be seen whether commercial publishers
adopt those ideas as quickly as intended by the au-
thors - a step which would greatly benefit the scien-
tific community.
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Jmol as 3D viewer for CDK
Although CDK has a Java3D based 3D renderer,
integration with Jmol has many advantages. Jmol
is known to run on many virtual machines, does
not require Java3D and has great scriptability.

by Egon Willighagen and Miguel Howard

This article introduces ways in which Jmol [1] can be
integrated into CDK programs, so that it can be used
as a 3D viewer for the CDK data structures. Jmol is
a versatile 3D viewer that can render molecules in
many different ways, including secondary structures
of protein.

Central to the integration of CDK and Jmol is the
class org.jmol.adapter.cdk.CdkJmolAdapter from
Jmol. It implements the org.jmol.api.JmolAdapter
interface that defines the interface to the

org.jmol.api.JmolViewer which guides the render-
ing. By implementing this JmolAdapter interface,
Jmol can be used as a renderer for any Java program.
But, this article only focuses on the interface with
CDK.

The CdkJmolAdapter

The JmolAdapter interface allows CDK, by means of
the CdkJmolAdapter, to transfer molecular model
data to Jmol without saving the data as a file.
To setup a 3D Jmol viewer, a JmolViewer should
be instantiated. However, the default adapter for
this class is the SmarterJmolAdapter. To access
CDK functionality the adapter must be set to the
CdkJmolAdapter. This adapter allows the viewer to
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use CDK’s IO classes and direct rendering of CDK
data classes.

But the first step is to set up a java.swing.JPanel
that will render the structure:

1 public class CdkJmol3DPanel extends JPanel {

2 JmolViewer viewer;

3 JmolAdapter adapter;

4

5 public CdkJmol3DPanel() {

6 // use CDK IO

7 adapter = new CdkJmolAdapter(null);

8 viewer = new JmolViewer(this, adapter);

9 }

10

11 final Dimension currentSize =

12 new Dimension();

13 final Rectangle rectClip =

14 new Rectangle();

15

16 public void paint(Graphics g) {

17 viewer.setScreenDimension(

18 getSize(currentSize)

19 );

20 g.getClipBounds(rectClip);

21 viewer.renderScreenImage(

22 g, currentSize, rectClip

23 );

24 }

25

26 public JmolViewer getViewer() {

27 return viewer;

28 }

29 }

The new CdkJmol3DPanel is a panel that can
be embedded in Java Swing GUIs like any other
JPanel. The constructor starting at line 5 initiates the
JmolViewer using the CdkJmolAdapter. To compile
this clas, ’‘Jmol.jar’ and ‘cdk-20050125.jar’ (or similar)
should be in the classpath

The actual rendering is done by the method
viewer.renderScreenImage() on line 21 in the
paint(Graphics) method. The rectClip ensure that
only the visible area is really rendering, speeding up
the rendering performance.

Figure 1: The CdkJmol3DPanel rendering the
Molecule methane.

Rendering data classes
Using revision 1.16 of the CdkJmolAdapter in
Jmol’s CVS [2], AtomContainer, Crystal and
ChemFile classes can be rendered. For exam-
ple, rendering methane in an Molecule (which
subclasses AtomContainer) is done using the new
CdkJmol3DPanel:

1 CdkJmol3DPanel jmolPanel =

2 new CdkJmol3DPanel();

3

4 Molecule methane = new Molecule();

5 Atom atom = new Atom("C");

6 atom.setPoint3d(new Point3d(0.26,-0.36,0.00));

7 methane.addAtom(atom);

8 atom = new Atom("H");

9 atom.setPoint3d(new Point3d(0.26,0.73,0.00));

10 methane.addAtom(atom);

11 atom = new Atom("H");

12 atom.setPoint3d(new Point3d(0.77,-0.73,0.89));

13 methane.addAtom(atom);

14 atom = new Atom("H");

15 atom.setPoint3d(new Point3d(0.77,-0.73,-0.89));

16 methane.addAtom(atom);

17 atom = new Atom("H");

18 atom.setPoint3d(new Point3d(-0.77,-0.73,0.00));

19 methane.addAtom(atom);

20

21 // then send it to the Jmol Viewer

22 jmolPanel.getViewer()

23 .openClientFile("", "", methane);

Lines 4 through 19 create the methane molecule.
Lines 22 and 23 signal the JmolViewer to render the
molecule. The full source code of this example can be
downloaded from Jmol CVS [3], and Figure 1 shows
it running.

Alternatively, it could also render a Crystal. At
this moment the interface does not convert fractional
coordinates into real space coordinates, so the latter
should be used. An example is:
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1 Crystal crystal = new Crystal();

2 crystal.setID("CesiumChloride");

3 crystal.setA(new Vector3d(4.11, 0, 0));

4 crystal.setB(new Vector3d(0, 4.11, 0));

5 crystal.setC(new Vector3d(0, 0, 4.11));

6 Atom cesium = new Atom("Cs");

7 cesium.setPoint3d(new Point3d(0.00,0.00,0.00));

8 crystal.addAtom(cesium);

9 Atom chlor = new Atom("Cl");

10 chlor.setPoint3d(new Point3d(2.06,2.06,2.06));

11 crystal.addAtom(chlor);

12

13 viewer.openClientFile("", "", crystal);

Figure 2: The CdkJmol3DPanel rendering the crys-
tal structure of cesium chloride.

The principle is the same. The output is shown in
Figure 2 and the full source code can be downloaded
from Jmol CVS [4] too.

CDK file IO

The CdkJmolAdapter also allows rendering of struc-
tures from a variety of file formats such as XYZ, PDB
and CML using CDK’s file IO. Reading from file is
done using the JmolViewer.openFile() method:

1 String filename = "1CRN.pdb";

2 viewer.openFile(filename);

3 String strError = viewer.getOpenFileError();

4 if (strError != null)

5 System.out.println(strError);

The openFile() methods uses a method from
CdkJmolAdapter: the openBufferedReader(). It
detects the file format using the io.ReaderFactory,
instantiates an appropriate io.ChemObjectReader
and makes it available to the JmolViewer using the
ModelAdapter interface. The last step is identi-
cal to the previous examples. It’s interesting, how-
ever, that in this case an error might occur dur-
ing the file IO, which can be checked using the

getOpenFileError() method, as on line 3 of the
fourth code example.

Scripting

Another interesting feature is Jmol is that it has a
scripting language to control the renderer. Actually,
this was already used in the example to render the
crystal, as Jmol does not display the unit cell and its
parameters by default.

Jmol’s scripting language is quite compatible
with Rasmol and Chime script and offers many func-
tions to change rendering options. In addition, the
use of the select command allows one to set differ-
ent rendering options for different atoms. A good
overview is written by Bob Hanson [5].

Figure 3: Cartoons rendering of the secondary struc-
ture of the 1CRN protein.

For example, the script used for the crystal
example looks like: set unitcell on; select *;
spacefill on;. In Jmol script each command is sep-
arated by a semicolon. This first command in this
script turns on display of the unit cell and the pa-
rameters. The second selects all atoms, and the third
command turns on spacefill rendering for the se-
lected atoms.

The script is run using another method in the
JmolViewer:

1 String strScript = "set unitcell on; " +

2 "select *; spacefill on;";

3 viewer.evalString(strScript);

For protein and DNA structures this can give nice
views of the structure. For example, the following
script shows the secondary structure (e.g. Fig. 3):

1 String strScript = "select *; " +

2 "spacefill off; cartoons on;" +

3 "color cartoons structure;";

4 viewer.evalString(strScript);
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The scripting language and rendering engine
have much more to offer than stated in this arti-
cle. However, it should have given you a good
idea on how Jmol can be used to render CDK data
classes in 3D with Jmol. If interested, you can ex-
plore some rendering demo’s on the Jmol website at
http://www.jmol.org/demo/.

Performance

I would like to conclude this article with some notes
on the performance. Since it’s not using Java3D, it
is not using any hardware acceleration specific for
graphics. This would suggest a significant perfor-
mance drop. However, Java3D can only render tri-
angles. Rendering a curved surface requires tessel-
lating the surface to a set of triangles that approxi-
mate the surface. If one is only rendering spheres
and cylinders, the CPU cost of managing all the trian-
gles may well exceed the cost of rendering the sphere
as pixels, as Jmol does. Moreover, Sun’s 1.4.2 JVM
nowadays uses processor extensions like SSE and
SSE2 [6] speeding up floating point calculations.

Though this article does not present a full analy-
sis, some numbers are given below:

structure atoms FPS
apirina 21 100

protein 114D 488 100
protein 1OHG 15064 35

a membrane 40378 17
rhino virus 392520 2

The calculations were done on an AMD Athlon
XP 2200+ with 1GB of memory running Jmol with di-

mensions equal to 500x500 pixels in balls-and-sticks
rendering mode. We believe that such performance
is more than adequate.
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egonw@jmol.org

Miguel Howard
miguel@jmol.org

Bibliography

[1] Jmol. http://www.jmol.org/.

[2] CdkJmolAdapter.java. http://cvs.
sourceforge.net/viewcvs.py/jmol/Jmol/
src/org/jmol/adapter/cdk/CdkJmolAdapter.
java?view=markup&rev=1.16.

[3] CDK/Jmol integration example: methane.
http://cvs.sourceforge.net/viewcvs.py/
jmol/Jmol/examples/CDKIntegration2.java?
view=markup.

[4] CDK/Jmol integration example: cesium chlo-
ride. http://cvs.sourceforge.net/viewcvs.
py/jmol/Jmol/examples/CDKIntegration3.
java?view=markup.

[5] Jmol interactive scripting documentation.
http://www.stolaf.edu/people/hansonr/
jmol/docs/.

[6] SSE and SSE2 instruction sets for floating point
computation. http://java.sun.com/j2se/1.4.
2/reference/whitepapers/.

Literature
“Literature” is a recurrent column describing
recently published articles that have in some way
to do with the CDK.

by Egon Willighagen

Four articles are described in this issue. The last three
articles focus on code quality from three different
points of view: the provided functionality, the num-
ber of bugs and the implementation performance.

The Electronic Age

A recent article describes the state of chemical infor-
mation in the electronic age [1]. A full summary writ-
ten by Andreas Bender is found elsewhere in this is-
sue.

Concept Lattices

Uri Dekel wrote in 2003 a research thesis on concept
lattices and how those can be used to analyze class
structures [2]. He exemplified his work by analyz-
ing the CDK. Concept lattices are graphs that con-
nect methods provided by Java classes into function-
ality groups called concepts. The report is a bit out-
dated with respect to CDK’s class structure, which
has evolved significantly since then, but is neverthe-
less highly interesting reading material.

The importance of OpenSource

Dupradeau and Rochette wrote in 2003 an article on
the importance of open source code, whether free or
commercial [3]. They argue that making the source
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code open allows others to correct bugs, discuss the
source code and thus generally reduce the chance for
new bugs. They stress that the worst bugs are those
that don’t make the programs crash, but those who
generate incorrect numbers.

Java versus C Performance

Michael Schmuker et al. compare the performance of
C and Java for an important problem in chemoinfor-
matics: the selection of a diverse subset of molecules
from a larger collection [4]. They found that us-
ing modern JVM’s, computation time of the Java
code is comparable with that of the C code. The
article shows details on compiler optimization lev-
els for the C compilers and the differences between
client and server virtual machines for Java. Bull et
al. found similar results for other scientific problems
[5]. Nevertheless, an actual implementation can be
slow. For example, using thread-save classes, like
java.util.Vector makes thing slower than using the
equivalent thread-unsafe java.util.ArrayList [6].
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Frequently asked Questions
"Frequently asked Questions" is a series
in the CDK newsletter. It is compiled
of selected questions and answers that are
taken from the CDK user mailing list
(cdk-user@lists.sourceforge.net). Additionally,
the author considers questions that are of general
interest for CDK users. All credits for the expert
answers go to the helpful developers and users
who are contributing to the user mailing list.

by Uli Fechner

A new atom can be created by calling
the Atom constructor with the respective
symbol string, for example carbon = new

Atom("C"). Is it also possible to create
a new Atom by referring to its atomic
number?

The class Atom does not contain a construc-
tor that takes an atomic number as an argu-
ment. But here is the dodge how to do this
in case of the creation of a carbon atom: new

Atom(IsotopeFactory.getInstance().getElement
Symbol(6)). Granted it is a bit more work, but it
conforms with the paradigm that the core classes are
for storage only, and therefore do not include any al-
gorithms like converting atomic numbers to element
names.

After reading an SD file that contained
benzene the aromaticity of the carbon
atoms was not set. Is there a problem with
the aromaticity detection in CDK?

The individual file readers are designed to only read
the information that is stored in the file. For ex-
ample, if you read in a PDB file and get the num-
ber of implicit hydrogen atoms of one of the atoms
with atom.getHydrogenCount() the result is always
zero because a PDB file does not contain such in-
formation. Therefore, after the SD file is read the
aromaticity has to be assigned explicitly by call-
ing detectAromaticity(AtomContainer ac) in the
class aromaticity.HueckelAromaticityDetector.
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There are a few open-source cheminformatics
frameworks available that are written in
Java. What are the differences between
CDK, JOELib [1], and Octet [2]? To which
extent do they overlap? And is there a
way to benefit from a combination of their
functionalities?

Formally, the three frameworks differ in terms of
the open-source license under which they are avail-
able. The GNU Public License (GPL) is more restric-
tive than the Lesser GNU Public License (LGPL). The
complete texts of these two licenses can be accessed
over the GNU web site [3]. Most of the JOELib ker-
nel, i.e. the chemical expert systems, is licensed un-
der the terms of the GPL. However, a few other parts
of JOELib than the kernel go with a LGPL license.
As the GPL is more restricted than the LGPL JOELib
as a whole is finally licensed under the terms of the
GPL. JOELib’s GPL license historically comes from
the stalled OELib project of OpenEye Scientific Soft-
ware [4]. In contrast, both CDK and Octet are li-
censed under the terms of the LGPL.

Conceptually, the data structures that are im-
plented by the three frameworks are different. The
data structures represent the main objective(s) upon
which the frameworks focus. JOElib implements a
lot of descriptors and even regression models. There-
fore, JOELib is well-suited for QSAR applications.
Octet aims at the consistent analysis of all molec-
ular bonding arrangements (organic and inorganic)
and at delivering of minimal functionality to flatten
the learning curve. CDK has a strong background
in chemoinformatics, and implements several impor-
tant algorithms in this field to provide a strong in-

frastructure. Due to the different foci the frameworks
do not overlap to a significant extent - even though
this might not be seen at a first glance. The JOELib
and CDK development teams try to have as little
overlap as possible. Of course, an overlap in basic
functionality, e.g. the file input and output, is un-
avoidable. With a particular task at hand most likely
one of the frameworks is best-suited.

At the moment, there are two means to combine
the frameworks. Firstly, a converter class for a CDK
Molecule is implemented in JOELib and vice versa.
Secondly, the author of Octet wrote a package called
CDKTools that offers both the conversion between a
CDK Molecule and an Octet Molecule and the cre-
ation of a hybrid molecule class that inherits the CDK
Molecule implementation and the Molecule inter-
face of Octet.
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CDK ChangeLog
“CDK ChangeLog“ is a series summarizing the
changes in the CDK library since the previous
newsletter.

by Egon Willighagen

Since the previous CDK News three new releases of
CDK came out. An overview is given below; the full
list of changes can, as always, be reviewed on the
CDK website [1].

The 20041201 Release

• Except for a few bug fixes, this release only
had two interesting new features. One of these
is the addition of a calculator for Gasteiger
charges, the first algorithm in CDK that can

estimate partial atomic charges. The original
method for calculating Gasteiger charges is not
applicable to π-bond systems [2, 3], but are
nevertheless often used.

• The other interesting change improves the
file format detection. Previously, for-
mat detection was quite tightly connected
to the io.ChemObjectReader implementa-
tions: detection was done by the reader.
Now, an architecture is in place which de-
fines a io.formats.ChemFormat by itself,
which suggests a io.ChemObjectReader and
io.ChemObjectWriter for that format. The
io.ReaderFactory can still be used to automat-
ically instantiate a io.ChemObjectReader, but
format detection no longer requires a reader
implementation, allowing formats to be de-

CDK News

mailto:u.fechner@chemie.uni-frankfurt.de
http://joelib.sourceforge.net/
http://octet.sourceforge.net/
http://www.gnu.org/licenses/
http://www.gnu.org/licenses/
http://www.eyesopen.com/
http://www.eyesopen.com/


Vol. 2/1, March 2005 23

tected for which no reader is available.

The 20050116 Release

• This release is one with many new features,
fixes and API changes. But, most important,
this is the first release with one of its modules
labeled stable. This means that the module is
fully tested with JUnit [4], documented with
JavaDoc (checked with DocCheck [5]) and has
reasonable source code quality as tested with
PMD [6]. The first module to get this label is
the core module.

• In the proces of making the core module
stable, a large set of API changes were ap-
plied. A number of methods were moved
out of the data classes into the core mod-
ule to helper classes, strengthening the fo-
cus of the data classes to data storage alone.
Moved methods include get2DCenter()
and get3DCenter() from AtomContainer,
and sort(), getHeaviestRing() and
getMostComplexRing() from RingSet.

• An important new algorithm available in CDK
is the addition of a 3D starting structure gen-
erator, which was described in the previous
CDK News [7]. The main class to calcu-
late 3D coordinates is ModelBuilder3D in the
modeling/builder3d package.

• This release also contains new molecular
descriptor calculators, including the WHIM
and BCUT descriptors. Moreover, the addi-
tion of support for CML2 output of descrip-
tor calculations and a command line utility
(applications.DescriptorCalculator) provides
basic but important parts of the QSAR model-
ing process. An example application of CDK in
QSAR is found elsewhere in this issue.

• Other new features include a method
getNaturalMass() in the tools.MFAnalyser
class which calculates the mass of a molecule
using the natural isotope abundances, an

io.iterator.IteratingSMILESReader and a ra-
dial distribution function calculator.

• This release also contains many bugfixes.
These include fixes in clone() methods in
the data classes, a fix of the N.sp2 atom
type definition (closing a SMILES parsing
issue) and removal of a serious bug in
smiles.SmilesGenerator that caused SMILES
strings to be incorrectly generated for ring sys-
tems with double bonds.

The 20050125 Release

• Quickly after the 20050116 release a bug fix re-
lease was made to address a number of issues
in the build process and to add a few missing
files to the distributions.
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Errata
The previous issue’s “Konqueror web shortcuts to
the CDK API” the captions for Figure 2 and 3 were
accidently switched.

And in “Predictor” the download URL was in-
correct; the correct on is http://www.nmrshiftdb.

org/download/NmrshiftdbServlet/predictor.
jar?nmrshiftdbaction=predictor.
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Communication: ChemNomParse
CDK has limited capabilities for parsing IUPAC
names, originating from the ChemNomParse
project on SourceForge.

by Egon Willighagen

The CDK is full of pieces of code which developers
and users know very little about. The IUPAC name
parsing algorithm is one of those. The code was do-
nated by the ChemNomParse project [1] hosted on
SourceForge which originates from the University of
Manchester.

The parser library uses the JavaCC parser genera-
tor [2] to generate a parser from a formal definition of
a grammar. The grammar is found in CVS in the file
‘src/org/openscience/cdk/iupac/parser/NomParser.jj’.
It defines tokens, and rules how tokens are allowed
to be connected. For example, the following lines
define three bond modifiers:

TOKEN :
{
< AN: "an" > | < EN: "en" > | < YN: "yn" >

}

which are used to compose a more complex name
part, a bond type:

void bondType() :
{}
{
( <AN> AddUnknownFunGroupPos()
| ( <DASH> attachLocationSpecified()

| AddUnknownFunGroupPos() )
( <EN> | <YN> )

) AddFunGroup()
}

Figure 1: Nomen is a GUI frontend to the ChemNom-
Parse library [1].

At this moment the parser provides parsing of the
following: (cyclic) carbon chains, a subset of func-
tional groups, and support for bond orders up to or-
der three. An example of the type of IUPAC name
that can be parsed is given in Fig. 1.

The project has not seen a new release since
September 2003 and it might be interesting to have
a look at how the code can be extended to support
more pieces of the IUPAC recommendations.
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